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Abstract—  Refactoring  is  an  activity  which,  in  theory,  
should have minimal impact on the overall structure of a system.  
That said, certain refactorings change the coupling profile of a  
system and over time those cumulative changes in coupling can  
have serious implications for system maintenance effort. In this  
paper, we analyse effect of the fan-in and fan-out metrics from  
the perspective of two refactorings – namely ‘Add Parameter’ to,  
and  ‘Remove  Parameter’  from,  a  method.   We  developed  a  
bespoke pattern-matching tool to collect these two refactorings  
from multiple releases of the Tomcat open-source system using  
the Evolizer tool to extract method signature data and the JHawk  
metrics tool to collect the two coupling metrics. Results point to  
significant  differences  in  the  profiles  of  fan-in  and  fan-out  
between refactored and non-refactored classes. We describe how 
software company can take advantage from this knowledge by  
defining a  priority  list  of  classes  which  could  require  a  
refactoring.  A strong over-arching theme emerged:  developers  
seemed to focus on the refactoring of classes with relatively high  
fan-in and fan-out rather than classes with high values in any  
one. The study is the first that we know of to analyse the direct  
effect of a subset of Fowler’s refactorings on fan-in and fan-out 
– relevant metrics of the overall structure of a system. 
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I.  INTRODUCTION

One area of research that the refactoring community has 
yet to tackle is the cumulative and practical effect that certain 
refactorings  can  have  on  crucial  system  features  such  as 
coupling,  when applied  repeatedly  over  time [4,  11].  The 
authors know of no study that has looked at the longitudinal 
effect  of  refactorings  from a  coupling perspective.  In  this 
paper, we analyse multiple releases of the Tomcat Java open-
source system [18] from the perspective of two refactorings, 
namely ‘Add Parameter (AP)’ and ‘Remove Parameter (RP)’ 
[11]. We analysed these two refactorings in the context of 
‘fan-in’  and  ‘fan-out’  metrics.  The  former  refers  to  the 
number of in-links (FIN) of a class, the latter the number of 
out-links  (FOUT).  These  maintenance  activities  have 
“direct” impact on class FOUT, and a side effect  on class 
FIN.  This  work  investigates  on  “direct”  and  “indirect” 
effects  of  these  refactoring,  adding  a  contribute  in 
understanding  “the  big  picture”  behind  some  type  of 
refactorings. Over time, repeated application of AP and RP is 
likely to have a significant effect on the fan-in and fan-out of 
refactored  classes,  compared  with  non-refactored  classes 
(i.e., those for which evidence of neither refactoring could be 

found). The aim of this study is to determine the nature of 
this effect using an open-source system as a basis. 

Results found significant differences between fan-in and 
fan-out over time due to the AP and RP refactorings; most 
interestingly and counter to what we might expect, the data 
collected  pointed  to  a  tendency  for  developers  to  prefer 
refactoring classes with a relatively high fan-in and fan-out. 
From  a  practical  perspective,  this  makes  sense  from  one 
perspective; any sensible developer would be compelled to 
make changes to classes with many in-links (fan-in) and out-
links  (fan-out),  since  these  represent  key  classes  in  the 
system and  are  in need of constant attention. On the other 
hand, making changes to classes with a high in-link value 
can  cause  side-effects  on  any  of  the  dependent  classes  if 
carelessly  applied.  We  might  therefore  have  expected 
developers to refactor classes with high out-links and low in-
links.  In  terms  of  the  wider  implications,  assessment  of 
FOUT and FIN trend, being strongly related to coupling, can 
significantly influence the fault-proneness of a system over 
time  [3].  Any  study  of  complexity  through  these  metrics 
(particularly longitudinally) is therefore valuable for both a) 
the project manager in planning/allocating resources and b) 
the  developer  in  the  time  they  spend  on  maintenance 
activities. 

The remainder of the paper is structured as follows. In 
the next section, we describe the motivation for the study and 
related work. In Section III, we describe the metrics and the 
tools used in the study. In Section IV, we describe and then 
evaluate a number of research questions relating refactoring 
and fin-in/fan-out. We then present a discussion of the issues 
raised  by  the  study  (Section  V)  before  concluding  and 
pointing to future work (Section VI).           

II. MOTIVATION AND RELATED WORK

The  motivation  for  the  research  presented  arises  from 
four sources. First, Fowler suggests that refactoring should 
be undertaken  relentlessly and  consistently  throughout  the 
lifetime of a system to minimise code decay [11]. Yet the 
authors know of no study that has analysed the actual effect 
of refactoring over time on fan-In and fan-out - in theory, a 
system should benefit from any refactoring effort.  Second, 
the  AP  and  RP  refactorings  could  almost  be  viewed  as 
renegade  refactorings  since,  unlike  many  of  the  other 
refactorings  introduced  by  Fowler  [11],  they  can  directly 
affect  the  coupling  of  methods  through  addition  and 
elimination  of  behaviour  through  object-typed  parameters. 
Third,  the  analysis  of  software  metric  distribution,  often 
described by  a Power (or 80:20) Law, has been applied to 



object-oriented  features  in  the  past  [15,  16,  17].  We 
investigate whether the application of AP and RP influence 
the distributions of fan-in and fan-out. Finally, while fan-in 
and fan-out were some of the first  coupling metrics to be 
proposed (for the structured paradigm), their use in empirical 
analysis  has  been  somewhat  usurped  by  the  ‘Coupling 
Between  Objects’  metric  of  Chidamber  and  Kemerer  [6]. 
However, the CBO metric gives only a coarse-grained feel 
for coupling and ignores the distinction between incoming 
and outgoing couplings that fan-in and fan-out provide. This 
study redresses the imbalance in the use of CBO a little.  

In terms of related work, the research presented is multi-
faceted  and  relates  to  areas  of  software  evolution, 
refactoring,  coupling  (and  metrics)  and  the  use  of  open-
source software [7, 9, 10]. The evolutionary laws of Lehman 
[2] provide the backdrop for many past evolutionary studies 
and while they are thirty-five years old, we are still grappling 
with the evolutionary issues that they raise; empirically, we 
have yet to build a significant body of evidence to support or 
refute any. A well-known tenet  of software engineering is 
that developers should always seek to minimise coupling; to 
do  otherwise  makes  systems  less  maintainable  and  more 
fault-prone  (in  theory).  Li  and  Henry  for  example  [14], 
support the view that excessive coupling makes maintenance 
more difficult. As a violation of encapsulation, C++ friends - 
an  improper  form  of  coupling,  have  also  been  shown  to 
reflect higher fault rates in software [5]. The role of method 
invocation (a form of coupling between classes) in creating 
faults is also highlighted by the work of Briand et al. [3]. A 
coupling framework was also introduced by Briand et al. in 
[4]. 

The use of open-source for empirical  studies  is  now a 
standard  feature  of  the  empirical  software  engineering 
community [1, 7, 10]. Finally, this study contributes to an 
empirical  body  of  knowledge  on  Fan-In  and  Fan-Out 
distribution and longitudinal analysis of which more studies 
have been urged [13]. 

III. PRELIMINARIES

A. Extracting Refactorings

The two refactorings (AP and RP) were collected from 
analysis of the signatures of methods taken from releases of 
the  Tomcat  system.  The  motivation  (and  action  required) 
behind the AP refactoring according to Fowler is [11] 

‘A method needs more information from its caller. Add a  
parameter for an object that can pass on this information.’ 

The motivation (and action) behind the RP refactoring is: 

‘A parameter  is  no  longer  used  by  the  method  body.  
Remove it.’ 

We used  the  Evolizer  tool  [8]  to  analyse  the  abstract 
syntax tree of each of those releases and the signatures of the 
methods. Using a set of pattern-matching algorithms on this 
data, we were able to identify classes which had been subject 
to either refactoring. A sample of the identified refactorings 
was  checked  manually  to  ensure  consistency  of  the  tool 

output. For the sake of clarity of description, we assume that 
multiple occurrences of AP and RP on a single class count as 
a  single  refactoring.  We  only  considered  AP  and  RP 
refactorings that changed the FIN and FOUT, respectively 
(i.e. the in-links and out-links of a class). 

One anomaly did arise during the process of extracting 
the two refactorings. As well as identification of occurrences 
of  the  AP  and  RP  refactorings,  we  noted  a  number  of 
occasions where the parameter had been changed in name 
only  (as  opposed  to  being  either  added  or  deleted).  We 
therefore  decided  to  include  this  as  a  refactoring  in  our 
analysis. For each of the five systems, we collected the fan-in 
and  fan-out  using  the  JHawk tool  [12].  The definition  of 
these two metrics according to JHawk is as follows: ‘Fan in 
is the number of other classes that reference a class. Fan out 
is  defined as the number of  other  classes  referenced by a 
class.’  Henceforward, and for brevity, we refer to fan-in as 
simply ‘FIN’ and fan-out as ‘FOUT’; finally, when we refer 
to ‘refactoring’ (unless we cast the term in a more general 
sense),  we  mean  occurrence  of  an  AP,  RP  or  change  of 
parameter. 

B. Summary Data 

Table  1 shows the  summary  data  for  the  system.  The 
column: ‘No. Ref.’ is the total number of refactorings (AP, 
RP and change parameter) identified between releases.  For 
example, between releases 4.1.40 and 5.0, the tool identified 
48 refactorings.  Between  6.0.29  and  7.0,  176 refactorings 
were  identified.  The  number  of  ‘Non-refactored’  classes 
(column  4)  for  any  particular  release  is  computed  by 
subtracting column 3 from column 1 from Table 1. 

Classes Releases No. Ref. Non-refactored

1346 4.1.40 – 5.0 48 1298

1180 5.0 – 5.5.31 113 1067

1416 6.0 – 6.0.29 49 1367

1949 6.0.29 – 7.0 176 1773

                  
Table 1. Summary of releases studied and refactorings

IV TWO RESEARCH QUESTIONS

This section seeks to answer two research questions with 
respect  to  FIN,  FOUT and  the  identified  parameter-based 
refactorings. 

RQ1.1:  Are  there  noticeable  differences  in  FIN 
distribution  for  refactored  classes  and  for  non-refactored 
classes (on a release by release basis)?

RQ1.2:  Are  there  noticeable  differences  in  FOUT 
distribution  for  refactored  classes  and  for  non-refactored 
classes (on a release by release basis)?

 
Knowladge on FIN and FOUT distributions is then exploited 
in the second part of this chapter.



A. Research Question 1 

Table 2 shows summary FIN data (maximum, minimum, 
mean and standard deviation (SD)) for classes in all analysed 
releases of Tomcat, identified by the tool as having been the 
subject of at least one of the three stated refactorings. Table 3 
shows the  corresponding  summary  data  for  classes  in  the 
same releases not identified as having been refactored.

Releases Max. Min. Mean SD
4.1.40 -  5.0 317 0 15.90 58.0
5.0 -  5.5.31 320 0 10.60 39.0
6.0 – 6.0.29 67 0 5.94 12.9
6.0.29 - 7.0 183 0 7.51 20.1

Table 2. Summary FIN data (refactored classes)

Comparing  Tables  2  and  3,  the  mean  values  for  FIN 
appears to be significantly higher for refactored classes (the 
minimum  value  in  Table  2  is  5.94,  easily  exceeding  the 
maximum  value  in  Table  3).  The  SD  values  are  also 
significantly higher for refactored classes.  These results are 
confirmed by observing FIN distribution in Fig. 1 and 2. We 
could suggest  that  candidates  for  the addition, removal  or 
change of a parameter  therefore,  on the face of it,  have a 
higher FIN than those not subject to the same refactoring. A 
class with a high FIN suggests that the class is popular with 
other classes for the functionality it offers. Because of that 
popularity,  such  a  class  is  likely  to  experience  ongoing 
maintenance during its lifetime (perhaps as more classes use 
that class and requirements of existing classes changes) and 
this might explain the result shown in Tables 2 and 3. 

In fact, the addition or deletion of a parameter would on 
the surface, seem to be a relatively quick, reliable and easy 
way of modifying the functionality offered by a class with a 
high FIN so that the same functionality becomes available or 
unavailable, respectively to additional and existing classes. 
We  would  qualify  that  claim  with  the  warning  that  such 
changes  could  have  serious  side-effects  on  the  dependent 
classes if such maintenance is not undertaken carefully and 
with appropriate  rigour.  In  Section  V,  we  show how this 
might not be the case.   

Releases Max. Min. Mean. SD
4.1.40 -  5.0 283 0 3.45  11.5
5.0 -  5.5.31 302 0 3.48 12.8
6.0 – 6.0.29 175 0 3.62 10.3
6.0.29 - 7.0 186 0 3.16 8.95

      Table 3. Summary FIN data (non-refactored classes)

Table 4 shows corresponding summary FOUT data for 
classes  all  releases  of  Tomcat  identified  as  the subject  of 
refactoring. Table 5 shows the corresponding summary data 
for classes in the same releases for non-refactored classes. 

We might expect  the opposite  of  the result  for FIN to be 
demonstrated for  FOUT. This  claim is  made on the basis 
that, if a class has a high FOUT, then it is not as likely to be 
modified in the same way as a class with a high FIN. The 
risk of upsetting dependent classes is not so great for classes 
with a high FOUT as it  is with FIN and the risk of side-
effects is correspondingly that much lower. 

Tables 4 and 5 show a clear propensity (contrary to that 
suggested) for  refactored  classes  to  have a relatively high 
FOUT  compared  with  non-refactored  classes.  The  mean 
FOUT for refactored classes does not fall below 6.94 (Table 
4), contrasted with a maximum of 4.01 (Table 5).

Releases Max. Min. Mean. SD
4.1.40 - 5.0 34 0 6.94  7.57
5.0 -  5.5.31 66 0 9.30 9.90
6.0 – 6.0.29 62 0 9.28 11.3
6.0.29  - 7.0 62 0 7.85 9.39

      Table 4. Summary FOUT data (refactored classes)

Releases Max. Min. Mean. SD
4.1.40 - 5.0 56 0 4.01 4.97
 5.0 - 5.5.31 37 0 4.0 4.68
 6.0 – 6.0.29 42 0 3.8 5.53
 6.0.29  - 7.0 41 0 3.4 5

      Table 5. Summary FOUT data (non-refactored classes)

Comparing  the  mean  results  between  FIN and  FOUT 
clearly  show that  developers  refactor  classes  with  a  high 
FOUT  and  high  FIN  (cf.  Tables  2  and  4).  The  same 
conclusion can be drawn observing Figures 2, 3, 4 and 5. 

To  better describe the FIN and FOUT distribution, we 
plotted such distributions, along with best fitting curves, for 
both  release  4.1.40  and  release  7.0  (Figures  1  and  2, 
respectively). As we can see, FIN distributions in refactored 
classes generally have higher values than FIN distributions 
for non-refactored classes in both figures.

In fact, Figures 1 and 2 highlight that the FIN distribution 
can be described by a Double Pareto (DP) function [19]. The 
Cumulaive Distribution Function (CDF) associated to  DP is 
mathematically formulated as:

The  Double  Pareto  distribution  is  able  to  fit  a 
power-law  distribution's tail,  with  the  advantage  of 
being more flexible than a single power-law in fitting 
also the head of the distribution.



Figure 1. FIN distributions for refactored and non-
refactored classes (release 6.0.29)

Figure 2.  FIN distributions for refactored and non-
refactored classes (release 7.0)

 To characterize this Double Pareto are required 4 
parameters:  α represents  the scaling value of  power  law 
trend  in  the  tail  of  distribution,  β  represents  the  scaling 
value  of  power  law  trend  in  the  bulk  of  distribution,  t 
represents the transition point between the previous power 
law  trends,  m  represents  the  maximum  value  that  can 
assume.   Figures 3 and 4 show the FOUT distributions for 
releases  4.1.40  and  7.0  (refactored  versus  non-refactored 
classes) in the same way that we showed for FIN. Again, the 
same result for FOUT appears to exist; FOUT distributions 
in  refactored  classes  generally  have  higher  values  than 
FOUT  distributions  for  non-refactored  classes  in  both 
figures.

The FOUT distribution has a different shape compared 
with FIN (Figures  1 and 2).  Such a distribution does not 
appear to have PL behaviour. Analysis of the data revealed 

Log-Normal as the best curve-fit. FIN and FOUT therefore 
have different distribution types.

Figure 3. FOUT distributions for refactored and non-
refactored classes (release 5.5.31)

Figure 4. FOUT distributions for refactored and non-
refactored classes (release 6.0.29)

B. How to exploit information on FIN and FOUT 

We have seen that when a refactoring is performed on a 
class,  it  generally  deals with “fat  class” from the point of 
view of its FOUT or FIN. This observations can be exploited 
to  better  organize  the  limited  time  and  developers  of  a 
software  house.  For example,  if  we have  time to refactor 
only 25% classes  before  a  software  release,   our  analysis 
allows us to answer  questions such as where should we 
concentrate our attention? In  Table 6  classes are sorted by 
FIN. The sample number of classes in column 2 was chosen 
to  ensure  that  a  reasonable  and  comparable  number  of 
refactored classes were included across all releases studied. 



Choice of 26-29 classes gave a reasonable number of classes 
for a comparison to be made. The table shows the number of 
refactored classes from that sample and the percentage that 
this represents. 

This  sorting process shows that in the top FIN classes, 
there is a wide range of percentages for refactored classes, 
especially in later versions of the system (39% and 41%).   

Releases Classes Ref’d classes % 
4.1.40 - 5.0 26 6 23
 5.0 - 5.5.31 26 5 19
 6.0 – 6.0.29 28 11 39

 6.0.29  - 
7.0

29 12 41

Table 6. Refactored classes ranked on descending FIN 
value.

Table 7 shows the ranking of classes according to the 
highest 26-29 FOUT values for each release. There is a clear 
consistency across releases. Approximately 40% of classes 
in this category were refactored, compared with a far broader 
range of 19-41% for FIN.  

Releases Classes Ref’d 
classes

%

4.1.40 - 5.0 28 12 43
 5.0 - 5.5.31 29 12 41
 6.0 – 6.0.29 26 12 46

 6.0.29  - 
7.0

29 12 41

Table 7.  Refactored classes ranked on descending FOUT 
value.

These results  demonstrate  that with a simple sorting on 
FOUT  a software  company  can  define  a  priority  list  of 
classes which require a refactoring and hence save time (and 
money).  This  procedure  can  work  only  on  the  tail  of 
distribution,  where  the  “fatty”  FOUT classes  are  nested. 
Clearly extending this priority list to the top 200 classes, we 
lose all the benefit of that list. In fact in many releases we do 
not  have  200 refactored  classes.  Similar  consideration  are 
still valid if we use a priority list based on FIN, though to a 
lesser extent.  A  better  priority  list  can  be  defined  by 
combining  both  metrics  (and  also  other  metrics  here  not 
included in our analysis).  The definition of  a  predictor  of 
refactored classes is out of the scope of this paper. 

From another point of view, Table 6 and 7 inform us that 
there is a clear trend for developers to refactor classes with a 
relatively high FOUT and a high FIN. 

C. Class Size 

One  final  aspect  of  the  analysis  worth  considering  is 
whether size of a class has an influence on whether that class 

is  refactored  or  not.  One might  assume that  a  large  class 
(defined in this study by its number of methods) would tend, 
other  things  remaining  equal,  to  have  a  high  FIN  and/or 
FOUT  and  that  these  would  be  likely  candidates  for 
refactoring.  We therefore  calculated the mean and median 
number  of  methods  (NOM)  for  refactored  and  non-
refactored  classes  in  each  of  the  five  releases  of  Tomcat 
studied. Table 8 shows the mean and median values of NOM 
for refactored and non-refactored classes. We can see that for 
both  mean  and  median  number  of  methods,  refactored 
classes  far  exceed  that  for  non-refactored  classes.  The 
maximum  median  value  for  refactored  classes  is  15, 
compared with 5 for non-refactored classes. The mean values 
are correspondingly low. 

Releases Ref’d 
Mean 

Ref’d 
Med. 

Non-
Ref’d 
Mean 

Non-
Ref’d 
Med.

4.1.40 - 
5.0

16.29 10 9.5 4

5.0 – 
5.5.31

16.15 9 8.09 4

6.0 – 
6.0.29 

21.43 10 8.72 4

6.0.29  - 
7.0

30.88 15 9.54 5

Table 8. Mean and median NOM (refactored and non-
refactored classes)

The result from Table 8 was an interesting facet of the 
analysis  –  and  while  we  accept  that  adding  a  parameter 
might well be part of the act of adding of methods to the 
same class (and hence this might represent a threat  to the 
validity  of  this  claim),  the  difference  in  values  between 
refactored and non-refactored classes exhibited in Table 8 is 
stark. Developers seem to choose relatively large classes as 
the basis for refactoring. 

Summarizing FIN, FOUT and NOM metrics are metrics 
strongly influenced by refactoring. Then, they can be used to 
predict classes which could require a refactoring.

V. DISCUSSION

       For such a study, we need to consider the implications 
of the results for  the developer and project  manager.  The 
key message that the paper sends is that developers seem 
happy  to  refactor  classes  with  a  relatively  high  FIN and 
FOUT. Of course, developers have to address problems in a 
system wherever they occur. The fact that a class has a high 
FIN and FOUT may mean that it is class in constant need of 
attention and this might explain the trend uncovered in this 
paper.  We  have  seen  in  previous  work  how  developers 
avoid  complex  refactorings  which  perturb  the  inheritance 
hierarchy [1]; in actual fact, previous work has quantifiably 
shown that  parameter-based  refactorings  are  some  of  the 
most  destructive  because  the  code  needs  significant  re-



arrangement;  this  makes  the  preservation  of  semantics 
troublesome and complex [1]. In terms of regression testing 
alone, AP is,  in theory one of the most demanding of all 
refactorings. 

Figure 5 is  taken from Counsell  et  al  [1],  and shows the 
number of test steps (best case and worst-case) required for 
a subset of Fowler’s refactorings.  The best case applies if 
the  dependencies  are  low;  the  worst  case  requiring  14 
separate test  steps occurs  if (as  in the case of the classes 
we’ve  observed  herein)  the  risk  of  side-effects  is  high. 
Clearly,  the  AP  refactoring  has  a  high  potential  test 
overhead.  It  is  interesting  that  the  RP  refactoring  is 
relatively  cheaper  to  apply.  That  said,  the  addition  of 
parameters is likely to be a more frequent event than RP as 
systems evolve and tend to grow in size. 
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Figure 5. Worst-case and best-case test steps (T-steps) total 

for 12 ‘common’ refactorings [1]

Developers clearly target classes with a high FIN and FOUT 
since  these  would  be  key  classes  essential  to  the 
functionality of the system. Refactoring is meant to improve 
the maintainability of a class and reduce its complexity. So 
we could claim that classes with a high FIN and FOUT are 
ideal  candidates for this type of activity and that explains 
the results found.

For any study of this type, we need to consider the threats to 
the validity. First, we used only one system as a basis for 
our  analysis.  We  see  this  study  as  a  first  step  of  many 
looking at  the effect  on coupling of  specific  refactorings. 
Second,  we  cannot  guarantee  that  all  parameter-based 
refactorings  were  captured  by the  tool.  In  our  defence,  a 
sample of the output from the same tool  was verified by 
hand.  Third,  only  two  (or  arguably  three)  types  of 
refactoring have been considered by our analysis. It is quite 
possible that the classes from which we identified the set of 
refactorings would have had other refactorings (and indeed 
other maintenance) from Fowler’s set applied to them. For 
example,  extracting  a  method  (where  one  method  is 
decomposed into two or more - Extract Method [11]) could 
easily have been used in conjunction with the addition or 

removal of parameters.  Finally, we could be criticised for 
choosing FIN and FOUT – when other studies have tended 
to  use  more  conventional  metrics  such  as  the  CBO  of 
Chidamber and Kemerer [6]. The CBO however, does not 
make a distinction between in-links and out-links.

VI. CONCLUSIONS AND FUTURE WORK

In  this  paper,  we  presented  a  study  of  parameter-based 
refactoring and the inter-relationship between a small subset 
of  refactorings  and  fan-in  and  fan-out.  Releases  of  the 
Tomcat  open-source  system  were  used  as  the  empirical 
basis. We developed algorithms to analyse the signatures of 
methods in classes across releases and to extract parameter-
based refactorings. A strong theme about developer trends 
with respect to parameter refactoring emerged. There was a 
tendency towards refactoring relatively large classes with a 
high fan-in and fan-out. This was a surprising feature of the 
analysis. We might expect developers to always prefer the 
‘safer’  option  of  modifying  classes  where  the  impact  of 
making a change is less likely to cause side-effects, i.e. by 
refactoring classes with a high fan-out and low-fan-in; this 
is based on the caveat  that modifying classes with a high 
fan-in could impact many classes if functionality that they 
depend  on  is  touched  in  any  way.  That  said  –  it  is  not 
always a choice that the developer has. A refactoring might 
be an urgent response to a problematic piece of code. 

Future work will focus on extending the set of refactorings 
extracted by the tool and analysis of the remaining set of 
metrics extracted by the JHawk tool in the context of fan-in 
and fan-out. We also intend to explore in more detail the 
nature of the distributions uncovered by analysis. Finally we 
intend to study the relationship between these refactorings 
and fault introduction. We urge other researchers to extend 
our study. To that end, all data used in this paper can be 
obtained from the lead author.
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